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Project Title  
 
Ensuring fairness for medical AI applications 
 
Project Stakeholder (name and or organization) 
 
Giovanni Cinà 
 
Stakeholder contact details 
 
Name of organization contact: Giovanni Cinà    
Name of organization: Pacmed 
Address: Plantage Middenlaan 62 
1018 DH Amsterdam 
 
Tel: Tel. +3120 2117112 
Mobile:  
Mail:   Giovanni.cina@pacmed.nl 
 
Brief project description 
 
Fairness and discrimination are very important topics in medical AI recently. The key 
question is: how do we detect existing bias in the data and how do we mitigate the 
risk of deploying a model that is discriminatory? 
 
Key challenge/problem or message to be communicated within the project 
domain 
 

- How does fairness play a role in healthcare? Or dually, when unfairness can 
be deemed to emerge? e.g. data collection and selection processes, access 
to healthcare, statistical biases, discriminatory risk estimation, etc. 

- Definitions of algorithmic fairness are incompatible with each other. Which 
one serves at best the different stakeholders’ needs? 

- How fairness interventions impact privacy concerns? 
 
Exemplar projects or additional reference materials 
(books, papers, products, URLS etc) 
 
Sorelle A. Friedler, Carlos Scheidegger, Suresh Venkatasubramanian, Sonam 
Choudhary, Evan P. Hamilton, Derek Roth, A comparative study of fairness-
enhancing interventions in machine learning. In Proceedings of the Conference 
onfairness, accountability, and transparency (FAT ’19). ACM, 329–338 
https://arxiv.org/abs/1802.04422 
 
Hongyan Chang, Reza Shokri, On the Privacy Risks of Algorithmic Fairness 
https://arxiv.org/abs/2011.03731 (2021) 
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Goals or key criteria for an explorative project 
 
Tasks: 
- Review the literature on Fair AI to select notions of fairness that apply to medical AI. 
Review existing open source packages that address this issue. 
- Obtain public ICU data (e.g. MIMIC III or eICU) 
- Build a predictive model (e.g. prediction of mortality) 
- Implement (in code repository) different approaches to obtain fair AI and test them 
for the model you have 
- Write report on what is the most valuable approach and why. Consider trade-offs 
(e.g. does fairness cost performance?). 
 
Suggested key requirements or success factors for an implementation 
 
Design an interface for visualizing the different types of unfairness observable in a 
certain dataset and in a given model. Report on the most desirable notion of fairness 
to adopt and on the type of interventions that should follow. 
 
Challenges or constraints envisioned (if any) 
 
 
Any specific technical or content requirements 
 
 
Any additional comments or thoughts 

 


